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Abstract—Applying Reinforcement Learning (RL) is the com-
mon approach to the realization of autonomous vehicles (AVs).
In practice, this is necessarily a Multi-Agent Reinforcement
Learning (MARL) given that there are multiple vehicles on the
road, with each AV being an agent. This is a highly complex and
dynamic operating environment, given that each vehicle has its
own intent to navigate the road to safely reach its destination
while avoiding accidents. In this context, the RL policies in AVs
must remain robust against any adversaries to ensure road safety.
It is a crucial element in the AVs’ operation on the road as
they represent a cyber-physical system (CPS), i.e., any negative
consequence in road safety implies potential accidents or property
damage.

In this paper, we experiment with adversarial examples
(AEs) on vehicular communication in different phases of the
RL process, and analyze their impacts on the resulting road
safety. From our simulation results, we observe notable insights
into various effects that AEs have in different phases of the
RL process. Specifically, we note that AEs’ negative impact
during the testing phase is considerably higher than during the
training phase, and the conventional robustification technique in
supervised learning has little effect in RL training in the AV
context. This observation leads us to consider how to further
approach effectively robustifying RL in autonomous driving.

Index Terms—autonomous vehicles, reinforcement learning,
collision avoidance, integrity attack, data spoofing

I. INTRODUCTION

Deep reinforcement learning (RL) has been applied to
a wide range of real-world domains, including autonomous
vehicles (AVs). Several studies have demonstrated the potential
of RL for collision avoidance in autonomous intersections [1],
[2]. This highlights its promise for enabling fully autonomous
driving vehicles. While RL has shown effectiveness in pre-
venting accidents, the safety-critical nature of human life in
autonomous driving and being a cyber-physical system (CPS)
requires achieving a high level of confidence when deploying
such systems in real-world environments [3].

One key concern is the discrepancy between the training and
testing environments, which can arise due to factors such as
sensor errors (e.g., inaccuracies in vehicle cameras or LiDAR,

as reported in multiple studies) or adversarial manipulation,
where an adversary manipulates the information sent by other
vehicles to cause an accident.

In the domain of autonomous driving, multiple studies have
discussed how small perception errors, e.g., inaccuracies in
camera calibration, altitude estimation, or LiDAR sensor data,
can significantly affect the accuracy of distance estimation
between vehicles [4]–[6]. As discussed by Amoozadeh et
al. [7], malicious actors can also inject false data into vehicular
communication streams, leading to instability and potential
collisions.

Uncertainties arising from perception errors and adversarial
data can reduce the reliability of RL-based control policies
when deployed in real-world driving conditions. This moti-
vates a critical question:

• To what extent can a model trained in one environment
apply to other unseen environments in the context of
vehicle collision avoidance at autonomous intersections,
particularly when noise (either by an adversary or caused
by measurement errors) is introduced to the perceived
locations of other vehicles during testing?

To answer this question, we need to investigate how an RL
model trained to prevent accidents in one environment can
generalize well to other environments.

In this work, we present an exploratory analysis of the effect
of environment manipulation in the context of RL-trained AVs.
This manipulation of the environment can be due to the pres-
ence of adversaries who intentionally manipulate information
or measurement errors in vehicles. We then analyze the effect
of varying noise levels in the training phase to determine
how adding noise to other vehicles’ locations can/cannot help
mitigate these threats. This analysis explores the correlation
between training with/without manipulation and the resulting
collision rate. Our experimental results reveal that adversarial
training with perturbation (adding noise) in the training phase,
which is traditionally known as a robustification technique in
supervised ML, is not helpful (or even harmful) under the
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RL training in the AV context. These implementations are
available at https://github.com/KULeuven-COSIC/CCAM-DI.
We also explain the reason behind this observation.

A. Our Contribution

The main contributions of this paper include:
• Analyzing how environmental manipulations affect the

performance of RL-trained AVs. These manipulations
may stem from adversarial attacks or from sensor and
measurement inaccuracies, all of which are treated as
adversarial actions in our study.

• Investigating how introducing varying levels of noise to
other vehicles’ location data during the training phase can
affect robustness against such threats (i.e., the ability to
withstand adversarial and environmental disturbances).

• Demonstrating experimentally that adversarial noise dur-
ing the testing phase has a significantly higher impact on
the collision rate than during the training phase.

The paper is structured as follows: Section 2 reviews related
work on the problem of the discrepancy between the training
and test sets in RL. Section 3 examines the attacks that can
lead to such a discrepancy. An exploratory analysis of the
impact of environment manipulation, as well as simulation re-
sults, has been given in Section 4. Finally, Section 5 concludes
the paper.

II. RELATED WORKS

Several studies, including the works of Zhang et al. [1] and
Huszák et al. [2], have applied RL techniques to enhance the
safety of AVs, specifically in the context of RL-based intersec-
tion control. These studies demonstrated significant success in
reducing accident rates with high accuracy. Using the Action
Movement Vector Filtering (AMVF) technique introduced in
[2], the accident rate in autonomous intersections can be
reduced to less than 1% under specific conditions. While these
results highlight improvements in preventing accidents, due
to the nature of CSPs, it is essential to determine whether
such methods remain robust under adversarial or uncertain
conditions.

The risk that models trained in one environment may fail
to generalize well to other environments—or may overfit to
specific training conditions—has been well documented in the
literature [8]. Deep RL agents are particularly sensitive to even
subtle changes in environmental conditions, as highlighted
in several recent studies [9], [10]. To enhance robustness,
adversarial training has been proposed as a means to learn
more stable policies. For instance, Pinto et al. [11] introduced
an adversarial approach in which an auxiliary agent is trained
to destabilize the primary agent during learning. Although
these methods improve robustness, they often reduce over-
all performance across different environments, trading some
efficiency to avoid failures in extreme cases.

Whiteson et al. [8] further categorized RL environments into
three distinct categories for evaluating generalization perfor-
mance: (1) Deterministic (D) - the environment parameters
are fixed at their default values, (2) Random (R) - at each

reset, environment parameters are selected independently and
uniformly from a d-dimensional box centered on the default
values, (3) Extreme (E) - parameters are randomly chosen
from two d-dimensional regions that sit at opposite corners
of the range used in the Random setting. This represents the
most extreme condition.

Building upon this, Igl et al. [12] proposed combining
Selective Noise Injection (SNI) with an Information Bottleneck
(IB) to improve generalization in reinforcement learning. By
strategically injecting structured noise and constraining the in-
formation flow within the network, their approach encourages
the agent to learn more environment-invariant representations,
thereby enhancing robustness across diverse scenarios.

From the perspective of robustifying autonomous vehicles
against perturbations of visual information, there are several
recent research works. A work in [13] presents both attack
and defense mechanisms of image perturbation using a DRL-
based adversarial RL approach. Their adversary generation
uses the fast gradient sign method (FGSM) to create effective
adversaries to maximize the chance of collision. They also
show effective attack mitigation against those attacks. Another
work takes a different approach to robustifying the image
perturbation in the AVs [14]. This solution stores normal
image features, using an autoencoder and compressive mem-
ory module. These features are used to detect unexpected
generalization of adversarial perturbations. This solution was
tested against FGSM [15] and AdvGAN [16].

In summary, although (1) the effectiveness of RL for
AV control is well established, and (2) the vulnerability of
machine learning models—including RL—to domain shifts
between training and testing environments, as well as to
adversarial perturbations, is widely recognized (and has been
extensively studied in areas such as image classification [17],
large language models (LLMs) [18], and general RL systems),
the robustness of RL-based AV systems under adversarial
conditions has received relatively little attention. This gap is
particularly concerning, given the high safety requirements of
autonomous driving applications. In particular, Yoshizawa et
al. [19] and Ali et al. [20] noted that current research on CPSs
lacks sufficient exploration of resilience against adversarial
perturbations. They suggested enhancing robustness against
adversarial examples (AEs) by incorporating them during the
training phase in future work. To address this point, in this
paper, we evaluate the effectiveness of their suggestion by
assessing the effect of AE incorporation in the training phase.

III. INTEGRITY ATTACK ON RL-BASED AUTONOMOUS
INTERSECTION CONTROL

We hypothesize that in our scenario, adversarial training
may not always be beneficial or even harm both robustness
and accuracy, as it could compromise the training process
effectively. In supervised learning, including adversarial ex-
amples in the training phase is often helpful because they are
added with the correct labels, which guide the model toward
more robust decision boundaries. In contrast, in the RL-based
AV collision avoidance setting, there is no clear notion of
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a “correct label.” As a result, directly integrating adversarial
examples into the training phase as a form of inductive bias1

may not always promote meaningful robustness, but instead
may act like a poisoning mechanism rather than as a form of
helpful regularization.

A. MARL for Autonomous Intersection

Enhancing the training efficiency of Multi-Agent Reinforce-
ment Learning (MARL) for autonomous intersection man-
agement is critical to ensure the safety and robustness of
autonomous vehicles. Generally, the performance of RL-based
approaches can be improved by addressing the challenges of
high-dimensional observation spaces and the inefficiencies of
action selection in complex scenarios [2]. Huszák et al. [2] es-
tablished a cooperative ecosystem where vehicles (agents) with
the same originating point share a common policy to navigate
through an unsignalized intersection safely and efficiently. The
fundamental assumption in such a setting is that all agents are
cooperative and provide truthful information about their state.

However, this assumption of cooperation presents a critical
vulnerability. In real-world services, shared state information,
such as position, speed, and routing plan, is susceptible to
cyber-attacks. For example, a malicious actor could introduce
adversarial vehicles that deliberately transmit false information
or add noise to disrupt the system. This class of attacks, known
as integrity attacks or data spoofing attacks [22], aims to
corrupt the integrity of the data upon which the RL agents
base their decisions.

In this work, we mainly extend the work of Huszák et al. [2]
to evaluate the robustness of the MARL-based intersection
control system against such integrity attacks. The primary
threat model is defined as follows:

• Adversarial Agents: One or more vehicles within the
intersection environment are controlled by an adversary.
Their goal is to cause collisions or significant traffic
disruption.

• Attack Vector: The adversarial agents broadcast false
information regarding their own state. The most critical
attack, which we focus on in this study, is false position
reporting. An adversarial agent may report a position that
is significantly different from its true physical location
(e.g., reporting it is further away, closer, or even in a
different lane than it actually is).

• System Impact: The cooperative, honest agents receive
this false information and incorporate it into their obser-
vation space (S). Since the RL policy (π) maps observa-
tions to actions (A), the poisoned observations can lead
to flawed action selections. This undermines the colli-
sion avoidance mechanism and can lead to catastrophic
failures.

The environment we used for this study was a 4-way, multi-
lane, unsignalized intersection environment, with which the
agents interact. Each agent (ego vehicle) includes the most

1Inductive bias represents the inherent assumptions or characteristics of a
model class that influence its ability to generalize to new, unseen data. [21]

relevant features of surrounding vehicles in its own observation
space. We used a relative coordinate system for each agent,
where (x, y) = (0, 0) is the position of the ego vehicle.
Besides vehicle positions (x, y), we also included speed (v)
and destination edge (Ω) in the agents’ observations as Eq. 1
formulates:

Srel coord dest = {xe, ye, ve} ∪ {(xi, yi, vi,Ωi)}Ni=1 (1)

Within this study, vehicle path trajectories are predefined.
Consequently, each agent’s control is limited to speed ad-
justment for collision avoidance and successful intersection
crossing. Thus, the action space for each agent is discretized
to acceleration and deceleration commands, executed for the
duration of a single environment step:

A = {a,−a} (2)

In RL, the reward function is critical for successful model
training. We followed a similar approach to other related
works, where successful crossing is rewarded, collision is
hardly penalized, while being in the intersection zone is
slightly penalized in order to avoid vehicles stopping. More-
over, we also introduced a dynamic distance-based penalty
encouraging the ego vehicle to keep its distance from the
closest vehicle. A linear penalty is applied based on proximity,
activated when the distance (d) between two vehicles is less
than a safety threshold (dp):

Rstat =


10, if intersection crossed
−10, in case of collision
−0.1− (dp−d)

dp
, weak negative and

distance-related penalty

(3)

We also applied filtering methods with the core objective to
enhance the efficiency and stability of training by strategically
simplifying the agent’s decision-making process. It allows the
agent to ignore vehicles that pose no immediate collision
risk (e.g., those too far away or on non-conflicting paths),
thereby concentrating computational and learning resources on
relevant, potentially hazardous situations. The primary filter
targets actions that provide negligible feedback to the reward
signal. By pruning these non-informative actions, we increase
the convergence and policy stability. For instance, if the ego
vehicle identifies no conflict points with surrounding vehicles,
the agent requires no action for the next step, as it operates in
a zero-collision-risk state.

B. Integrity Attack and Data Spoofing

To evaluate the robustness of our previously proposed
MARL framework, we introduce integrity attacks through
data spoofing. Our aim is to test the system’s resilience
when the fundamental assumption of truthful cooperation
between agents is violated. These attacks directly poison the
observation space (S) of the honest agents. Consequently,
an agent’s policy (π), which maps observations to actions,
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operates on corrupted data as Fig. 1 illustrates. This can lead
to a range of failure modes, from overly conservative behavior
(e.g., unnecessary braking for a ghost vehicle) to catastrophic,
collision-prone actions (e.g., accelerating into a path that was
falsely perceived as clear).

Agent

Environment

π

Reward (rt)

Action (at)

State (st)

spoofed State (st)~spoofed State (st)~

agent agent agent 

Yes

No

State (st)

AdversaryAdversary

Fig. 1. Adversarial attack on observation data.

The observation space, including position (x, y) and speed
(v), is formulated as follows. Let the set of all surrounding
vehicles be partitioned into honest agents, H, and malicious
agents, M. A malicious agent j ∈ M broadcasts a spoofed
position (x̃j , ỹj) = (xj + δx, yj + δy), where δx, δy are
independently drawn from a uniform distribution U(0, σ).
Honest agents k ∈ H broadcast their true state.

Srel coord dest = {xe, ye, ve} ∪

{ ⋃
k∈H

(xk, yk, vk,Ωk)

}

∪

 ⋃
j∈M

(x̃j , ỹj , vj ,Ωj)


(4)

The filtering logic introduced in [2], which is designed
to ignore non-threatening vehicles, relies on the accuracy of
perceived positions to calculate conflict points. Poisoning the
observations with corrupted data can lead to the following two
scenarios:

• A malicious agent can spoof its coordinates to appear
non-threatening, thereby getting filtered out of an honest
agent’s observation. It can then proceed on its true,
conflicting path without triggering any evasive action.

• Conversely, by creating multiple ”ghost” vehicles in
critical areas, an adversary can overwhelm the system,
forcing honest agents to process an excessive number of
false positives and potentially leading to computational
bottlenecks or erratic, unstable control decisions.

IV. SIMULATION RESULTS

Our experimental environment is a 4-way, 3-lane unsignal-
ized autonomous intersection simulated in SUMO [23]. We
generated random traffic flows for each episode, controlling
density by introducing a new vehicle every 0.8 seconds, setting
the malicious agents ratio to ψ = [0%, 5%, 10%, 15%, 20%].

The simulation time step was refined to 0.1 seconds to
align with the required action frequency of our RL model.
Vehicles are managed by SUMO’s built-in algorithm outside
the intersection, entering at approximately 13.89 m/s, but are
then controlled by an RL agent upon entering the intersection
zone.
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Fig. 2. Collision ratio during PPO training in case of different fake agent
ratios ψ = [0%, 5%, 10%, 15%, 20%]. The max added noise was set to
σ = 10 meters.
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Fig. 3. Collision ratio during PPO training with different levels of added
position noise σ = [0, 5, 10, 15, 20] meters. Fake agent ratio was set to
ψ = 10%.

In the analyzed adversarial scenarios, one or more vehicles
within the intersection are designated as malicious agents or
fake agents. Unlike their honest counterparts, these adversar-
ial agents do not follow the collaborative objective. Their
sole purpose is to disrupt the system by broadcasting false
information about their state. The primary attack vector is
position spoofing, whereby a malicious agent transmits invalid
coordinates that do not correspond to its true physical loca-
tion. To rigorously evaluate the robustness of our RL model
against this threat, we adopted a comprehensive training and
evaluation strategy involving different ratios of fake agents. We
systematically analyzed how various combinations of training
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Fig. 4. Evaluating PPO trained models. Subplots show collision ratios of PPO models trained with different levels of added noise σ = [5, 10, 15, 20] meters.
The heatmap introduces the collision ratios in the case of PPO models trained and evaluated with different fake agent ratios (ψ and ψ∗).

and testing conditions impact performance, particularly the
collision rate.

The objective of the first experiment is to systematically
evaluate how the presence of malicious fake agents during the
training phase influences the learning process, stability, and the
resulting policy’s foundational behavior. We hypothesize that
the ratio of fake agents during training is an important factor
in building robustness and stability. A series of independent
training sessions was conducted, each defined by a fixed ratio
of fake agents (ψ) and added adversarial noise (σ) present
throughout the entire training process using the PPO algorithm.
The collision ratios for different ψ and σ values are presented
in Fig. 2 and Fig. 3, respectively.

The learning curves in both figures demonstrate a consistent
decrease in collision rate over time. This indicates that the
model successfully learns a viable policy even when 20% of
the vehicles are adversarial, confirming its ability to adapt to
training data corrupted by spoofing. However, as expected,
the final collision avoidance performance in these adversarial
scenarios remains inferior to that achieved in an environment
free from malicious fake-vehicles.

The subsequent analysis investigates the generalization ca-
pability of the trained models by evaluating them under
conditions that differ from their training setup. Specifically,
we measure performance when the ratio of malicious agents
and the level of adversarial noise are varied during the testing
phase. The results are visualized using a series of heatmaps,

where the x-axis corresponds to the fake agent ratio used
during training, and the y-axis represents the ratio used during
evaluation.

Fig. 4 presents the collision avoidance performance of the
PPO algorithm under the described cross-evaluation. Each
subfigure corresponds to a different fixed level of adversarial
noise during evaluation, with the noise magnitude, denoted
by σ, set to 5, 10, 15, and 20 meters, respectively. This
visualization allows for a direct assessment of how robustness
transfers across different training and testing regimes.

According to the obtained results, the lowest collision rates
were consistently observed when the evaluation environment
was benign, i.e., with a malicious agent ratio of ψ∗ = 0.
Interestingly, this performance was largely insensitive to the
proportion of malicious agents (ψ) encountered during train-
ing. For instance, even models trained with ψ = 0.1 (10%)
maintained low collision rates under evaluation (e.g., σ = 10
meters), as shown in Fig. 4.

Conversely, the highest collision rates occurred when mod-
els were evaluated in highly adversarial conditions (ψ∗ = 0.2),
a trend that remained almost independent of the ratio ψ used
during the training. The dominant factor influencing safety was
the evaluation environment’s hostility. For any model trained
at a fixed ψ, its collision rate exhibited a strong positive
correlation with the evaluation ψ∗ ratio, demonstrating that
performance degrades predictably as the evaluated environ-
ment deviates from the training conditions.
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TABLE I
COEFFICIENT OF DETERMINATION (R2) VALUES FOR COLUMN-WISE (EVALUATING TREND ACROSS ψ∗) AND ROW-WISE (EVALUATING TREND

ACROSS ψ) ANALYSES OF THE COLLISION RATE MATRICES.

columns (fixed ψ) rows (fixed ψ∗)
ψ σ = 5 m σ = 10 m σ = 15 m σ = 20 m ψ∗ σ = 5 m σ = 10 m σ = 15 m σ = 20 m

0.0 0.928 0.959 0.993 0.988 0.0 0.478 0.035 0.455 0.655
0.05 0.934 0.820 0.905 0.995 0.05 0.573 0.017 0.001 0.039
0.1 0.971 0.99 0.748 0.789 0.1 0.634 0.004 0.001 0.003
0.15 0.979 0.937 0.936 0.963 0.15 0.045 0.119 0.032 0.735
0.2 0.793 0.968 0.877 0.953 0.2 0.005 0.041 0.181 0.149
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Fig. 5. Ratio of fake agent vehicles involved in collision. Subplots show fake agent vehicle ratios for PPO models trained with different levels of added noise
σ = [5, 10, 15, 20] meters. The heatmap introduces the vehicle ratios in the case of PPO models trained and evaluated with different fake agent ratios (ψ and
ψ∗). The figure shows that mainly fake agents are involved in collisions.

To quantitatively compare the relative influence of the adver-
sarial (fake) agent ratio during training (ψ) versus evaluation
(ψ∗) on collision rates, we used the coefficient of determi-
nation (R2) statistical measure. The R2 metric provides a
standardized benchmark of how well a linear trend explains the
variance in the observed data. In Table IV, we calculated R2

values for column-wise (evaluating trend across ψ∗) and row-
wise (evaluating trend across ψ) the collision rate matrices.
High, consistent R2 values for columns (left) confirm a strong
correlation with the evaluation ratio ψ∗, while low, inconsis-
tent R2 values for rows (right) show performance is largely
independent of the training ratio ψ. The high R2 for columnar
trends (column-wise average R2: 0.922) demonstrated that the
evaluation environment was the primary determinant of safety,

while the low and inconsistent row-wise R2 values (row-
wise R2: 0.21) confirmed that the specific training adversarial
setup had a negligible and unpredictable effect, thus providing
statistical evidence for our core claim.

To further understand collision dynamics, we also investi-
gated the attribution of collisions by categorizing the involved
vehicles. Fig. 5 shows the proportion of collisions involving
malicious vehicles relative to the total number of vehicles in
collisions. This measurement directly assesses the effective-
ness of the learned policies in protecting against malicious
agents, revealing the specific risk posed by spoofing attacks.
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V. CONCLUSIONS

In this paper, we presented the results and analysis of
our experiment on injecting adversarial examples in the RL
process and their impacts on the agents’ performance, specif-
ically within the context of road safety, in which AVs nav-
igate through an autonomous intersection. Our results show
a positive correlation between the increasing ratio of fake
vehicles in the testing phase and the collision, irrespective of
its ratio during the training phase. Our investigation provides
crucial insights for determining the viability of MARL-based
solutions in real-world settings where communication security
cannot be universally guaranteed.

As the next step, we plan to extend our approach further to
experiment with more complex AE scenarios and their impacts
on road safety. Furthermore, we plan to establish a mitigation
scheme to minimize or eliminate the impacts of fake vehicles,
i.e., robustification of RL against adversaries.
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[2] Á. Huszák, T. Yoshizawa, A. Aghabagherloo, D. Singelée, and B. Pre-
neel, “On Performance Improvement of Reinforcement Learning for
Collision Avoidance in Autonomous Intersections,” IEEE Access,
vol. 13, pp. 189 225–189 241, 2025.

[3] R. Trypuz, P. Kulicki, and M. Sopek, “Ontology of Autonomous Driving
Based on the SAE J3016 Standard,” Semantic Web, vol. 15, no. 5, pp.
1837–1862, 2024.

[4] J. Liu, R. Zhang, and S. Hou, “Inter-Vehicle Distance Estimation
Considering Camera Attitude Angles Based on Monocular Vision,”
Proceedings of the Institution of Mechanical Engineers, Part D: Journal
of Automobile Engineering, vol. 235, no. 2–3, 2020.

[5] J. Liu and D. Xu, “A Vehicle Monocular Ranging Method Based on
Camera Attitude Estimation and Distance Estimation Networks,” MDPI,
2024.

[6] L. Huang, T. Zhe, J. Wu, Q. Wu, C. Pei, and D. Chen, “Robust Inter-
Vehicle Distance Estimation Method Based on Monocular Vision,” IEEE
Access, 2019.

[7] M. Amoozadeh, A. Raghuramu, C.-N. Chuah, D. Ghosal, H. M. Zhang,
J. Rowe, and K. Levitt, “Security Vulnerabilities of Connected Vehicle
Streams and Their Impact on Cooperative Driving,” IEEE Communica-
tions Magazine, vol. 53, no. 6, pp. 126–132, 2015.

[8] S. Whiteson, B. Tanner, M. E. Taylor, and P. Stone, “Protecting Against
Evaluation Overfitting in Empirical Reinforcement Learning,” in IEEE
Symposium on Adaptive Dynamic Programming and Reinforcement
Learning. IEEE, 2011.

[9] A. Zhang, N. Ballas, and J. Pineau, “A Dissection of Overfitting and
Generalization in Continuous Reinforcement Learning,” arXiv preprint
arXiv:1806.07937, 2018.

[10] C. Packer, K. Gao, J. Kos, P. Krähenbühl, V. Koltun, and D. Song,
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